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Abstract

We present a multi-glance attention model for perform-
ing image classification tasks. The proposed model is
a combination of two convolutional networks trained via
backpropagation, one looking at the entire image and the
other looking at individual patches of the image. The goal is
to combine the information from multiple glances to obtain
better performance on different classification tasks. This
also reduces the amount of computations required at test
time while giving the same accuracy as a conventional sin-
gle glance network of similar depth.

1. Introduction
Convolutional nets have shown great success in recent

times on various image classification and recognition tasks.
However, one of the main drawbacks of convnets is that they
do not scale well to large image sizes. As the number of pix-
els in the input image increases, it can become significantly
harder to train a convnet due to a blowup in the number of
computations at each layer. One approach to dealing with
this is downsampling input images to fit a fixed size, and
using the resized image as input to the convnet. This ap-
proach cannot leverage all the information present in a high
resolution image of a particular object, scene or event since
information is lost in downsampling the image to a much
smaller size.

When humans look at an image to identify objects in it,
human vision sytem does not complete the entire classifi-
cation task in just one glance. The eye first grabs a rough
image of the scene, from which the vision system extracts
regions of interest. Then the fovia of the eye focus on spe-
cific areas of the image and recognition tasks are performed
using a combination of features extracted from all such re-
gions. Mnih, et. al. [1] presented such an approach. In this
work, the authors present an architecture that uses a combi-
nation of multiple CNN’s and RNN’s. The RNN’s generate
a location for a glimpse within the image. Then a CNN
extracts features from a glimpse of a fixed size at this lo-

cation. This is followed by the RNN’s generating the next
glance for a glance. This continues till features from all
relevant patches are stitched together to classify the image.
This approach has been shown to have promising results in
recognizing digits in the Google Street View Dataset.

1.1. Contributions

In this work, we will explore a simplified visual atten-
tion model which involves two glances at the input image
by the convnet classifier. The two glances in combination
give a richer sense of the input to the network than a single
glance network, but not as much as the full-blown visual at-
tention models which incorporate RNNs and flexible patch
locations. The goal of this work is to experiment with this
simplified attention model and report on the classification
performance when the convnet is allowed to look at the im-
age twice, with a coarse first glance at the entire image, and
a finer second glance at a specific patch within the image.
We will try variations of this model on common datasets
and report the performance obtained.

1.2. Outline

This report is structured as follows: In Section 2 we will
go over some of the recent work in the field of visual atten-
tion models. In Section 3 we formally define the problem
statement and provide the specifics of the classification task
we will study and datasets we will use in our experiments,
and elucidate the ”multi-glance” model that we are studying
in this paper. In Section 4 we describe the setup and results
from our experiments using the two-glance model. Finally,
we present a discussion of the performance in Section 5 and
conclude in Section 6.

2. Background and Related work
Incorporating a visual attention model in the image clas-

sification system is an approach which has recently gained
momentum. This is inspired by how humans process visual
input to perform recognition tasks: by moving the fovea to
different areas of the image and focusing on multiple image
patches in a sequence which is relevant to the classification
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Figure 1. Multi-glance CNN model. The first convnet (top) looks at a downsampled version of the entire image, and outputs a probability
distribution over the image patches. The second convnet (bottom) looks at each image patch (weights are shared across patches) and for
each patch, outputs softmax probabilities for each class. The weighted sum of softmax probabilities for each class across all patches is
given as input to a final softmax layer to output the final class probabilities.

task. The goal is to allow the convnet to “glance” at multiple
fixed size patches of the image and build an internal repre-
sentation of the image which can be applied subsequently
to a number of tasks, for eg. classification (by adding a
softmax classifier) or caption generation (by feeding it to a
Recurrent Neural Network [4]).

Incorporating an attention model into an image classifi-
cation system in this manner implies that the network needs
to additionally learn the sequence of locations at which to
focus its attention. Recent work has focused on both 1) a
“soft” deterministic attention mechanism which is trainable
by standard back-propagation methods [7] and 2) a “hard”
stochastic attention mechanism trainable by maximizing an
approximate variational energy lower bound [1] or by rein-
forcement learning techniques [6].

This architecture takes a long time to train and requires
a large amount of training data. It was not possible to
train a network this size in the time frame available for this
project. Instead, we decided to adopt a different approach.
We present an architecture that can perform classification
tasks with accuracy as good as or better than conventional
single glance architectures, while at the same time signifi-

cantly reducing the number of computations required at test
time.

3. Technical Approach
The recent success of convnets can be attributed to the

fact that convnets automatically learn representations of in-
put images for the given task, which are superior to hand-
crafted features employed in earlier approaches. The goal
of this work is to improve on the image representation tech-
niques used by convnets. Typically, a convnet is a multi-
layer neural network which takes in a single raw image I
and outputs a vector representation of the image vI . This
vector representation can be used for different tasks. We
will focus our work on two popular image recognition tasks:
(i) classification, where vI is fed into a classifier layer, typi-
cally softmax, and (ii) caption generation, where vI is input
to a Recurrent Neural Network which emits a sentence de-
scription of the image. Note that the training phase of the
convnet is closely tied to the final task, since the backprop-
agation error signals must flow from the final loss achieved
by the network. Our approach is to have a common under-
lying model, which takes an image I and outputs a vector
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Layer One glance CNN Two glance CNN
CONV1 32 filters, kernel size = 3, stride = 1 16 filters, kernel size = 3, stride = 1
POOL1 kernel size = 3, stride = 1 kernel size = 3, stride = 1
CONV2 32 filters, kernel size = 3, stride = 1 16 filters, kernel size = 3, stride = 1
POOL2 kernel size = 3, stride = 1 kernel size = 3, stride = 1

Table 1. CNN parameters for the network trained with the Tiny ImageNet dataset.

Layer One glance CNN Two glance CNN
CONV1 32 filters, kernel size = 3, stride = 1 16 filters, kernel size = 3, stride = 1
POOL1 kernel size = 3, stride = 1 kernel size = 3, stride = 1
CONV2 32 filters, kernel size = 3, stride = 1 16 filters, kernel size = 3, stride = 1
POOL2 kernel size = 3, stride = 1 kernel size = 3, stride = 1
CONV3 64 filters, kernel size = 3, stride = 1 32 filters, kernel size = 3, stride = 1
POOL3 kernel size = 3, stride = 1 kernel size = 3, stride = 1

Table 2. CNN parameters for the network trained with the Cifar10 dataset.

representation vI , while the top layers are specific to the
given task.

We break down the given task into two glances. The
first glance is done by a convnet looking at the entire im-
age, while the second glance is done by a different convnet
on patches of the image. As a concrete example, consider
the CIFAR-10 dataset, where each image is 32 ∗ 32 pixels
in size. Also, let the number of patches be 16.’ We begin by
downsampling this image to a 16 ∗ 16 image. This down-
sampled image is fed to a convnet, the output layer of which
has as many neurons as the number of patches (in this case
16). Thus this first convnet gives softmax probablities cor-
responding to each patch in the image. These probabilities
attach an importance for each patch, indicating how infor-
mative it is. Next, we break the input image into 16 patches
and feed these to a second convnet. This second convnet has
10 output layer neurons, one corresponding to each class in
the CIFAR-10 dataset. In the training phase, for each patch,
the outputs of the affine layer before the softmax layer are
scaled by the score for that patch from the first convnet.
These scaled outputs are then passed to the softmax layer
and we optimize the conventional cross entropy loss func-
tion using stochastic gradient descent. There is a slight vara-
tion to this in the test phase. For each test example, the two
glances are used in sequence. First, the first convnet gener-
ates a set of softmax probabilities for each patch. Then we
only extract the feature vector from the patch that has the
maximum score obtained from the first convnet, and clas-
sify the entire image using just this feature vector.

The main idea is to treat the outputs of the affine layer
as a vector that represents each patch. This vector is scaled
according to the expressivity of that patch in order to get
better results. Further, the parametrs of the first convnet can
also be trained using backpropagation. This representative
vector will also be very important from the perspective of
caption generation for the image. The weighted vector can
be directly fed to a RNN to generate sentences describing

the image.

3.1. Two-glance CNN architecture

In this project we have implemented an architecture that
serves as a proof of concept for our approach in a classi-
fication task. Given the limited time and resources avail-
able to us, we implemented relatively smaller CNN’s, since
we are not trying to beat state-of-the-art accuracies for the
chosen datasets. Firstly we implemented a single-glance
conventional CNN that was used as a baseline for compar-
ison. This CNN has two sets of layers that perform convo-
lutions, implement a RelU non-linearity and then perform
max-pooling on the results. The outputs of these are then
passed to a fully connected layer, which provides a feature
vector to be classified using a softmax classifier. Secondly,
we implemented our two-glance model. Each of the two
glances had a similar architecture as the one described for
the first glance. The softmax outputs of the first glance net-
work were used to scale the outputs of the fully connected
layer in the second glance and fed to a softmax classifier.
Table 1 lists the configuration for the two CNN’s described
here. Please note that the One glance CNN has twice the
number of filters as the Two glance CNN. Also, the One
glance CNN works using the full size image, while the
two glance CNN has it’s first glance working on a down-
sampled version of the image, and the second glance work-
ing on a crop obtained from the original image. We ensured
that the sizes of the two networks were comparable so that
a comparison between their performances would be fare.

We managed to train a slightly larger network on the
CIFAR-10 dataset. Since this dataset has smaller image,
the training time was significantly reduced, and we could
afford to train a deeper network. Further details about the
dataset are provided in the next section, and the details of
the network are given in Table 2.
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4. Experiments
4.1. Setup

The aim in this project is not to beat the state-of-the art
architectures for the chosen datasets. Instead, we are in-
terested in comparing the results from one glance with the
results of two glances. For this project, we decided to im-
plement our two-glance model using Caffe [3]. Caffe was
chosen primararily for two resons. Firstly, caffe provides
a GPU implementation of CNN’s which allows us to train
CNN’s on large images than on CPU implemntations. Sec-
ondly, creating a network in Caffe only requires us to write
a description of the network, and the network and the gra-
dients get hooked up automatically. We carried out our ex-
periments using GPU instances on Amazon AWS, and also
using GPU’s on the cluster provided by ICME at Stanford.

We experimented with our model using two datasets:

1. CIFAR-10 The CIFAR-10 dataset [5] has 60,000 color
images belonging to ten classes, with 6,000 images per
class. The dataset is split into 50,000 training images
and 10,000 test images. The training set contains ex-
actly 5,000 images from each class. Each image is
32 ∗ 32 pixels in size.

2. Tiny-ImageNet This dataset is a subset of the ImageNet
dataset [2], which is a large scale hierarchical image
database of images belonging to 1,000 classes. This
particular subset deals with only 200 of these classes,
with 500 training images, 50 validation images and 50
test images for each class. Each image is 64∗64 pixels
in size.

These are popular datasets which will be useful for us
to gauge the performance of our model against the state-of-
the-art in image classification (CIFAR-10), and the other
teams in the CS231N class (Tiny-ImageNet). These are
popular tasks which have been the focus of significant re-
search. Hence, we do not aim to improve the state-of-the-
art performance on these datasets for this class project, but
will focus on analyzing the performance of our multi-glance
model on this popular image classification datasets. We
will try variations of our model (described in Section 3)
and report on the performance gains in this task. The goal
is to gain an intuition about the nature of multi-glance ap-
proaches and how they compare to single glance approaches
as well as more complex visual attention models [6] [1].

4.2. Results

We started our experiments on the CIFAR-10 dataset.
Figure 5 shows a plot of the softmax loss on the CIFAR10
training set as a function of the number of iterations for the
singe glance model as well as for the two glance model.
Figure 4 shows the validation accuracy as a function of the

Figure 2. Ranking the patches of a sample image. The numbers are
at the locations of the centers of each 32x32 patch in the 64x64
image. The top center patch is given the highest weight by the
two-glance model (shown in solid lines), which is also the patch
in which most of the informative features of the dog lie. The other
numbers denote the respective ranks of each corresponding patch.

number of iterations.As can be seen, even without too much
hyper parameter tuning, the two glance model performs rea-
sonably well on this dataset, with a validation accuracy of
about 68%. However, the single glance model achieves a
better validation accuracy of about 78%. This is discussed
in detail in the next section.

Next, we ran our experiments on the Tiny ImageNet
dataset, and the results are illustrated in Figure 7 and Fig-
ure 6. Figure 6 shows the softmax loss on the training set
as a function of the number of iterations for the one glance
model as well as for the two glance model. The loss curve
here does not look to be dropping as sharply as it did in
our experiments with the CIFAR-10 dataset. This is prob-
ably because the learning rate annealing strategy is not as
well tuned as it was with the CIFAR-10 experiments. Fig-
ure 7 shows the validation accuracy as a function of the
number of iterations. The results for our two glance model
are more promising on the Tiny ImageNet dataset. Though
the model takes longer to train, as can be clearly seen, it
achieves the same validation accuracy as the single glance
model of about 23%.

5. Discussion

5.1. Error analysis

As seen in the previous section, while our model did rea-
sonably well on the CIFAR 10 dataset, it did not perform
as well as the single glance model. We address this issue
next. An important characteristic of the CIFAR10 dataset is
that the images are small. 32 ∗ 32 pixels is a small size for
an image, and by manual inspection of some of the image
we find that a lot of the objects occupy significantly large
portions of the image. This means that individual patches
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Figure 3. Visualizing the most informative patch for selected TinyImageNet validation images. Each image is placed in the cell corre-
sponding to the highest weighted patch of that image, as seen from the activations of the two-glance model. For example, the dog (a) has
the top center patch with the highest weight, while the cat (b) and chair (c) have bottom left and bottom center patches, respectively, as the
highest weighted patches.

of the image do not give any significant improvement in the
classifier that the network learns. Hence, we lose accuracy
as we reduce the number of filters and use the two glance
model.

When we moved to the Tiny ImageNet dataset, we ob-
served that the images in this dataset are significantly larger,
and hence our model performed slightly better. There are
examples in which looking at smaller patches actually gave
the network the extra information it needed to classify the
image correctly. This promises even more benefits for our
model when it is used on datasets with larger images like
the full ImageNet dataset.

5.2. Visualizations

An important qualitative test for the performance of
this model is visualizing the weights assigned to different
patches by the first glance of the two-glance network. If we
can observe that the model assigns the highest (normalized)
weight to the patch of the image in which the object can be

observed, it means that our model is correctly identifying
the location of the object of interest in the image.

For this purpose, we ran the forward pass of our two-
glance model on the entire validation set of Tiny-ImageNet,
and recorded the patch probability activations output by the
first glance of the model for each image. Interestingly,
the activation for any particular patch was almost constant
across all images, with an average difference of the order
of 10−3 across images. This implies that the normalized
patch probabilities output by the first glance have a large
“mean” component that is constant across all images from
all classes, and a small deviation which depends on the loca-
tion of the object in that particular image. Consequently, we
subtracted the mean and normalized by standard deviation
of the weight for each patch, across the entire validation set.
This gives the relative weight for each patch, hence we can
rank the patches in the order of their normalized weights.

Consider the example image, Figure 2, in which our
model assigned the top-center patch with the highest (nor-
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malized) weight. The order of weights assigned to all
patches shows that the patches which have most overlap
with the object have been assigned higher weights.

Going one step further, we have plotted some sample im-
ages from Tiny-ImageNet validation set in Figure 3, where
each cell contains 5 images in which the corresponding
patch was assigned the highest weight. It is evident that in
most cases, the model is picking the most informative patch
for the image. This is a promising result. It should be in-
teresting to run this experiment on larger images where the
object overlaps with only one or a few patches, and observe
how the two-glance model orders the different patches.

6. Conclusion

In this work, we presented a multi-glance CNN archi-
tecture that can perform classification tasks with accuracy
as good as conventional single glance architectures, while
at the same time reducing the number of computations re-
quired at test time. The major takeaways from this work are
that the multi-glance approach is an efficient way to achieve
comparable performance while being simple than visual at-
tention models, but the real performance benefits are visible
only when the input images are very large: the model did
not perform very well on small CIFAR-10 images, but did
well on Tiny-ImageNet. Based on this, we believe that the
following future directions should be very interesting to ex-
plore:

1. Combining output of two glances: Weighing the fea-
ture vectors from each patch by the relative importance
of each patch is just one way to combine information
from the two glances. Another interesting approach to
try would be representing the image by the top k in-
formative patches, for different values of k. The main
criterion for selecting an approach is that it should be
trainable using back propagation. Each of these ap-
proaches has a different intuitive motivation. Finally,
an ensemble of such similar approaches can also be
explored, and we expect this to give the best results.

2. Two-glance on larger images: As observed in the pre-
vious section, the multi-glance approach should give
better results as the size of input images increases.
Testing our two-glance model on larger datasets, eg.
the entire ImageNet, should be interesting. Another
direction to consider is detecting multiple objects in
large scene images, where the first glance can be
trained to give higher weights to patches that overlap
with bounding boxes of objects in the image, while the
second glance is applied on each of the top-k patches
individually, with cutoff based on some weight thresh-
old, to identify each object independently.

3. Caption generation tasks: Finally, since image cap-
tion generation tasks incorporate an RNN coupled with
a single-glance CNN, it will be interesting to try out
the multi-glance CNN approach in such tasks, where
the first glance outputs a weight distribution over the
patches, and subsequent glances look at each patch and
emit a caption word.
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Supplementary Material
We have attached our code in a separate zip file along

with this submission. The code we developed consists of
two parts: (i) Caffe model definitions for training one-
glance and two-glance CNNs, each for CIFAR-10 and Tiny-
ImageNet, and (ii) Python scripts for testing the models and
for visualization, which use the ‘pycaffe’ module.
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Figure 4. Softmax loss on the Cifar10 dataset for the single-glance model and the two-glance model as a function of the number of training
iterations.

Figure 5. Classification accuracy on validation examples in the Cifar10 dataset for the single-glance model and the two-glance model as a
function of the number of training iterations.
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Figure 6. Softmax loss on the Tiny ImageNet dataset for the single-glance model and the two-glance model as a function of the number of
training iterations.

Figure 7. Classification accuracy on validation examples in the tiny ImageNet dataset for the single-glance model and the two-glance model
as a function of the number of training iterations.
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