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Abstract

The ultimate task of this project is to classify Disney
merchandises after only training on images of cartoon im-
ages, using convolutional neural networks. In order to test
how well training images generalize to test images, we first
do a preliminary test on whether it is better to train with
some product images. However, ConvNet models did not
work very well, as there are many challenges, including
small dataset, intraclass variations among merchandises,
and scale variability between training and test images.

Therefore, we used transfer learning to use pretrained
ConvNet models to leverage cutting-edge ConvNet models
and object detection to obtain region proposals that may
contain characters in images. By using object detection
model, we were able to achieve a much higher top-3 ac-
curacy at 82%, as object detection model could contribute
to finding a region that would lead to a higher score for a
particular character class.

1. Introduction

Nowadays, technology has advanced so much that we
can search for particular products on Amazon.com, eBay,
Etsy, and other merchandise-focused websites. However,
many of the search results are based on textual data associ-
ated with products, such as human-defined tags. We hope to
expand the potential of search engines by enabling the pos-
sibility of searching for merchandise based on their images.

For example, we would like to search for various prod-
uct/merchandise (e.g. mugs, pillow pets) based on the Dis-
ney characters featured. This topic is particularly interest-
ing because this technology could be used not only to im-
prove marketing techniques for advertising Disney products
towards fans of Disney movies, but also be generalized to
marketing products outside of Disney. Achieving this goal
will possibly improve e-commerce by allowing merchan-
dises to become more accessible to potential buyers online.

1.1. Problem

We would like to classify images of various prod-
ucts/merchandises posted online into the Disney characters
they feature. While this problem seems simple at first, there
is a great variety in how characters are portrayed/used in
merchandise, such as different illustrations and poses.

We believe that CNN will be an appropriate technique to
use for this project because it will focus on small distinct
features that are unique to each cartoon character. To tackle
this problem, we will evaluate our results by analyzing CNN
performance with classification accuracies for each model.
We will perform error analysis by visualizing images that
were incorrectly classified, to get a general sense of why
CNN misclassified those certain images. This project will
give us a greater insight on how we can best train our images
to retrieve the most predictive merchandises that users are
looking for.

2. Related Work

2.1. Dataset Shift

Our task of classifying merchandises using a model
trained on character images has a natural consequence:
dataset shift. It is a common challenge in machine learning
that involves implementing a practical model using train-
ing data that does not represent test data very well. Popu-
lar research suggests that a good approach is to make the
two data distributions more similar – either make training
set closer to the test set, or make the test set closer to the
training set. One approach, as suggested by Ayatar and Zis-
serman, is to adapt classifiers trained for other categories to
make up for categories that are missing/deficient. Oquab et
al. designed a method that uses transfer learning by reusing
layers trained on large-scale image dataset to obtain a mid-
level image representation for images with limited amount
of training data [5]. A new method has been introduced that
adapts the model when faced with a domain change from
the source to target data, by learning a transformation to re-
duce the effect of domain-changes [7].
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Figure 1. Examples of Training Images

2.2. Object Detection

Our merchandise classification may also involve object
detection: finding characters embedded in small region of
a product image. Popular approaches for using object de-
tection as a recognition problem has been Overfeat, which
uses multiscale and sliding window using a ConvNet and
predicting object boundaries [8] by greedily merging boxes
and scores, or using deep ConvNets to capture whole-image
context when giving a score for each box [3]. Another win-
dow sampling strategy for object detection include object-
ness, a class-generic object detector that computes object-
ness probabilities using Bayesian networks [2].

2.3. Background Separation

Another relevant problem to our task is detecting the
foreground object from a background image, as charac-
ters could be portrayed in different colored backgrounds.
Hussin et al. used Circular Hough Transform to determine a
circular pattern from a mango on a mango tree [1]. Through
digital image processing, Rhemann et al. investigated in
ways of image matting using alpha values to make the back-
ground a less crucial feature when feeding images into a
model [6].

3. Dataset
We have created our own dataset by going through the

web and scraping images of Disney cartoon characters,
since there is no existing data for this application. We have
worked with 15 different character classes.

For each of the characters mentioned above, we collect
two types of data:

• Dataset A: ground-truth images of cartoon characters
obtained from Disney movie scenes

• Dataset B: images of products/merchandise featuring
those cartoon characters.

Figure 2. Examples of Test Images: unique features (e.g. ears, etc)
of characters appear in some product images.

For the Dataset A, we obtain the images by scraping
the web from image results obtained by searching for each
of the aforementioned characters. Then, we remove any
false-positive images that are not present in images. For
the Dataset B, we download images from Bing and Google
image results and annotated them one-by-one. We have ob-
tained a subset of 1107 images from Dataset A and 1092
images from Dataset B.

The test dataset is composed of a variety of different
products and merchandise of each cartoon character – mugs,
T-shirts, pillow pets, suitcases, stuffed animals, etc. As we
will discuss later, the dataset introduces a variety of chal-
lenges due to different poses and colors. Some charac-
ters are not completely included in the product/merchandise
(only partially).

For our purposes, we will randomly select 10% of the
Dataset B as the dev set, and the rest 90% as the test set. Dev
set will be especially important for hyperparameter tuning,
as we should tune our model based on how it performs on
an unseen test set.

As a first step, we do some initial data preprocessing:
we first perform mean subtraction by subtracting the mean
across the three color channels, and then perform normal-
ization by dividing each dimension by its standard devia-
tion.

4. Preliminary Experiment
4.1. Technical Approach

As a preliminary experimentation, we have two ways of
evaluating our classifiers:

(1) Train character→ evaluate on products.
(2) Train character + product→ evaluate on products.
Method (1) may overfit to actual images of characters,

and thus may not generalize well to merchandise images
compared to Method (2). This experiment would give more
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insight on the trade-offs of the two methods.
For this preparatory approach, we experiment with

224x224 image: this image size is large enough that images
maintain unique, distinct features for each cartoon charac-
ter. Furthermore, 224x224 is commonly used by cutting-
edge CNN models, such as the VGGNet.

Our approach is to train a 5-layer Neural Network as a
baseline model, and compare its performance with more ad-
vanced CNN models, namely, a simple 3-layer conv-pool
CNN and a state-of-the-art model VGG-CNN-S. Using the
dev set, we will determine the best hyperparameters for each
model, and then evaluate the best model against the test set.
For all parameter updates, we use the Adam update.

4.2. Results

Architecture Trained On Train Acc Test Acc
5-Layer Neural Net. Characters 87.2% 21.3%

3-Layer CNN Characters 85.6% 24.5%
VGG-CNN-S Characters 87.0% 30.3%

5-Layer Neural Net. Char. + Prod. 73.4% 18.3%
3-Layer CNN Char. + Prod. 71.8% 21.1%
VGG-CNN-S Char. + Prod. 77.3% 29.5%

Table 1. Preliminary Results of Methods 1 and 2.

According to the results in Table 1, we see that test ac-
curacy is much worse than training accuracy. This is most
likely the result of overfitting, meaning that our neural net-
works are trained on characters, so they perform poorly on
merchandises, which inherently come in a variety of shapes
and colors. Furthermore, training on both images of car-
toons and products does not, in fact, improve test accuracy.
The lack of improvement is attributed to the test sets large
intraclass variation. Although the images in the training
set are rather similar representations of cartoon characters,
the images in the test set are incredibly diverse. In other
words, within each class, merchandises come in many dif-
ferent shapes and sizes – training on images of mugs does
not necessarily improve performance on images of stuffed
animals. Therefore, we conclude that the large variance in
the product images does not contribute to improving our
classifiers performance, and will continue the rest of the ex-
periment by training solely on character images.

5. Technical Approach
5.1. Challenges

Leveraging our preliminary analysis and seeing why
misclassifications happen and what they have in common,
we have determined that these are significant challenges:

Different datasets. As expected, the training and test
images come from different datasets. Training images are

derived from animated movie scenes, whereas test images
are camera captures of objects in the real world, which
cause different textures. Furthermore, the more salient ob-
jects in test images are products themselves (and not char-
acters!), resulting in different accuracies.

Intraclass variation. As mentioned previously, test im-
ages vary greatly in shapes within the same class, (e.g. ob-
jects in images could be mugs, stuffed animals, T-shirts,
etc.). Potentially, characters with similar shapes as objects
in test images (e.g. tea cup from Beauty and the Beast is
similar to mugs).

Small dataset. Our data consists of fewer than 100 train-
ing images per class, as the dataset was manually scraped
and annotated by ourselves. Because of this small dataset, it
is difficult to train a ConvNet from scratch, as small dataset
can easily lead to overfitting. Therefore, we use transfer
learning technique to overcome this challenge.

Background separation. Different background colors
are common in the training images. Some image back-
grounds are completely white, whereas others are com-
pletely black or transparent. In special cases, like Nemo
who is typically under water, have blue backgrounds. Be-
ing able to separate the foreground and background for our
ConvNets using digital image processing would be espe-
cially helpful.

Scale invariance. In training, characters typically en-
compass an entire image, while in test, characters are
smaller (zoomed-out) objects within a larger object in an
image. Similarly, some test images show parts of a charac-
ter (e.g. Mickeys ears) and are larger in scale than a charac-
ter in a training image. Since characters vary in scale among
test and training images, different scales would most likely
be a source of problem.

5.2. Methods

We will use the following techniques to minimize poor
performance likely caused by aforementioned challenges:

Transfer Learning. Use pre-trained ConvNet model to
extract features and train a Linear SVM or Softmax clas-
sifier on the last layer, instead of training a network from
scratch. Because of our small dataset, we can use transfer
learning to use the pre-trained weights from popular Con-
vNets on the ImageNet as a feature extractor. If we have
more training data, then we can can retrain the last few lay-
ers to fine-tune the models.

Transfer learning is appropriate because our Disney
dataset and the ImageNet dataset are similar, since Disney
characters portray animals and people in the real world (e.g.
Nemo=clownfish, Woody=cowboy). Thus, generic features
would be captured in the earlier layers, so we can leverage
the powerful ConvNets by training the linear classifier on
the last layer of the network. Using pretrained models avail-
able on Caffe[4], we modify the last fully-connected layer
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Figure 3. Method for classification using object detection.

to compute scores for 15 classes, instead of 1,000, from a
4096-dimensional hidden activation layer. This greatly re-
duces the need for large amount of data, which is difficult
to obtain as our dataset was manually collected.

Object Detection. Similar to R-CNN, we use object de-
tection as a classification problem. The task is would be
achieved using the software objectness[2] in Matlab, which
is a class-generic object detector that quantifies how likely
it is for an image window to contain an object. In object-
ness, an object is detected by using the NMS sliding win-
dow technique to find most spatial overlap and high-scored
windows containing an object.[2] Together with object de-
tection, we use model ensemble methods to obtain scores
for the best model.

As shown in Figure 3, our procedure for classification is
as follows, for each image:

1. Sample 10 most probable windows using objectness

2. Resize each of the window to a 224x224 image

3. For each localized image, compute the scores for each
class using our trained ConvNet

4. Out of all ten region proposals, find the class associ-
ated with the max score and classify as that label

If we sample enough number of windows, there is a high
probability that one of the windows will exactly match with
a character in scale, thus giving a very high score as an out-
put. Object detection would be an extremely useful tool for
our task because it will help minimize the effects of scale
variance and background separation by localizing regions
that contains a character with a same scale, disregarding
the rest of the image that may not be relevant. A down-
side to using this method is that our testing procedure will

Figure 4. AlexNet Architecture

Figure 5. VGG-CNN Architecture

be roughly 10x slower and will be 10x more memory in-
tensive, since we will have to compute scores for 10x more
images. Note that in step 2, we resize to square image be-
cause our training images are resized prior to feeding into
ConvNet, so the same resizing procedure is applied.

Fewer Layers. Pre-trained network provided 4096-
dimensional CNN-Codes for each image, fed into a clas-
sifier to output the class scores. We removed more of the
later layers, because ConvNet features are more generic
in early layers and more original dataset-specific in later
layers. This reduces overfitting to the original pre-trained
dataset.

6. Experiments, Results and Discussions

6.1. Convolutional Neural Network Architecture

6.1.1 VGGNet

For our evaluation, we first input the training set into a CNN
Feature Extractor. The CNN Feature Extractor is simply a
pre-trained net which outputs a 4096-dimensional feature
vector out for each image. We first experimented with the
VGG-CNN-S network. This architecture contains five con-
volutional layers(conv1 to conv5), followed by three fully-
connected layers(full6 to full 8). Except for the softmax
layer, all weight layers are regularized by the Rectification
Linear Unit (ReLU) activation function.

As common in transfer learning, we had to adapt this
network architecture to fit our dataset. Firstly, since the Im-
ageNet dataset outputs scores for 1000 classes, whereas our
dataset contains only 15 classes, we had to remove the last
layer (full8) in the architecture. We thus only use the first
7 layers (conv1 up until full7) as the VGG-CNN-S Fea-
ture Extractor. The network requires a 224x224x3 image
as its input, and outputs a 4096-dimensional vector as its
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output. Using the output feature extracted from the pre-
trained VGG-CNN-S, we then train a linear classifier on
those 4096-dimensional image feature vectors.

We also experimented with a modified version of VGG-
CNN-S, which we will call VGG-CNN-S-modified where
we remove the full7 layer. Since additional layers in a con-
volutional neural network extracts more specific features to
the dataset, we considered removal of layer to allow the net-
work to overfit less, and provide better accuracy for the test
dataset.

6.1.2 AlexNet

We also experimented with AlexNet, another state-of-the-
art network, as a CNN Feature Extractor for our dataset. We
used the BVLC AlexNet version of the model, which is al-
most exactly replicating the original AlexNet model which
was pre-trained on the ILSVRC 2012 dataset. We loaded
BVLC AlexNet as a caffe model, ran in GPU on aws to ex-
tract the 4096-dimensional feature vector from the image.
This network contains 8 layers: starting with 5 convolu-
tional layers, and followed by 3 fully-connected layers at
the end. As is the case with VGG-CNN-S, the output of
the last fully connected layer is a 1000-way softmax, since
the network was pre-trained on a 1000-class dataset. Be-
cause of the difference in dataset, we remove the last fully-
connected layer (full8) from the BVLC architecture, and
extract the 4096-dimensional feature vector outputted from
full7.

From the 4096-dimensional feature vector provided as
an output from the pre-trained network, we trained a linear
classifier. We divided the training data into 80% train, and
20% validation to obtain the linear SVM that provides the
best validation accuracy during cross-validation and exper-
imented with a range of learning rates and regularization
strengths. Similar to the training images, the test images
are also inputted into the pre-trained network to obtain the
4096-d CNN Codes. The previously learned trained SVM
classifier can now be used to classify the test images. The
SVM Linear classifier takes in the CNN codes as an input,
and outputs the predicted class score. We measure the per-
formance of our classifier using accuracy as the metric.

7. Conclusion
In this paper we utilized the method of transfer learn-

ing to classify characters in Disney products and merchan-
dises based on training images of the cartoon characters.
Due to the underlying differences between our training and
test dataset, we had to employ objectness in order to reduce
overfitting. We evaluated the model on VGG and AlexNet,
two state-of-the-art pre-trained networks. We also demon-
strated that running objectness on our test data greatly im-
proves classification accuracy. We presented a model and

Figure 6. Train Confusion

Figure 7. Test Confusion

Figure 8. Object Detection Results
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framework that achieves a top-3 accuracy of over 80% on
our test dataset.

7.1. Future Directions and Improvements

There are various areas of improvements that can be
done to further improve our classification accuracy. The
first area of improvement is the Convolutional Network ar-
chitecture itself. Some further analysis can be done to un-
derstand the activations of the different layers in the net-
work for our Disney merchandise dataset. We can also fine-
tune and experiment more with pre-trained networks. For
example, we can see the how different layer types and ar-
chitectures affect the CNN Codes outputted by the CNN
Feature Extractor.

The second area of improvement is to gain a better un-
derstanding of the data. As we are using transfer-learning,
it would be useful to either experiment with different data
subsets or collect larger amounts of data. We can increase
the number of classes for cartoon characters, thus utilizing
the full processing power of neural networks.
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