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Abstract

In order to perform computational fluid dynamics
simulations of blood flows in patients, models of their
cardiovascular system are required. Currently the only
way to obtain models of sufficient quality is for prac-
titioners to manually construct them from volumetric
scan data using computer aided design (CAD) soft-
ware. In order to automate the process of cardiovas-
cular model construction it is necessary to be able to
produce high accuracy edge-maps of the cardiovascu-
lar system from volumetric scans.

Despite numerous advances in the area of deep
learning applied to edge-detection and image segmen-
tation, current techniques have not yet seen applica-
tion towards cardiovascular edge-detection. In this
paper we make use of convolutional neural networks to
develop a classifier that can segment volumetric scan
data to detect blood vessels and other cardiovascular
structures in volumetric scan data. Specifically a clas-
sifier is developed that can identify which pixels of a
2D image are blood vessels. Randomized search tech-
niques are used to determine an optimal neural net-
work architecture and training hyperparameters. The
final network architecture is able to achieve 89% ac-
curacy on a test set of 5,000 images.

1. Introduction

Researchers at the Marsden Lab at Stanford Uni-
versity use medical imaging data to construct models
of the human cardiovascular system to perform blood
flow simulations. The simulations results are then used
to study the influence of, among other things, anoma-
lies in blood vessel geometry or surgical procedures on

blood circulation.
Currently the construction of models that are usable

for simulations is a very manual and time intensive
procedure. First a volumetric scan must be obtained
of a patients interior anatomy. Typically it is not pos-
sible to only scan the blood vessels of a patient and
so the volumetric scan will also contain signals of all
the other patient’s organs, muscles and other anatom-
ical structures. Hence to obtain a model of only the
blood vessels the scan must be used to manually con-
struct a blood vessel model using e.g. CAD software.
This makes it difficult to perform blood flow simula-
tion studies at a large scale on many different patients,
which would be useful for performing statistical stud-
ies on the accuracy and effectiveness of the simula-
tions. Automating the cardiovascular modeling pro-
cess would remove this barrier. Hence a way to auto-
mate the model building process is desirable.

The aim for this work is to produce a classifier that
can predict whether a given 3D spatial coordinate is a
blood vessel or free space. To achieve this goal convo-
lutional neural networks will be trained on data similar
to that in [5] and the cardiovascular model repository
[1].

2. Related Work

Since the task of identifying blood vessels involves
classifying entire regions of an image, it falls within
the area of image segmentation. Much prior work in
image segmentation has focused on the problem of
multi-class segmentation, i.e. identifying which re-
gions of an image have one of many labels. For exam-
ple, in [4] networks consisting of only convolutional
layers that outputted fullly segmented images were
shown to perform well for various image segmentation
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datasets.
Closely related to segmentation is the task of edge-

detection. Examples of deep neural networks used
for edge-detection can be found in [2] and [6]. In
[2] networks consisting of convolutional layers fol-
lowed by branches of fully-connected (FC) layers were
used. It was argued that the branching architecture re-
sulted in improved contour detection for natural im-
ages. Specifically it is argued that the branching allows
the neural network to assimilate local and global fea-
tures of the input images, resulting in improved edge-
detection.

[6] made similar use of such branching network ar-
chitectures and also argued that network architectures
that can learn from local and global properties of im-
ages were important for achieving good performance.
However in [6] additionally deep supervision was used
to improve detection accuracy. Deep supervision is the
process of connecting early layers in the network to a
loss function. It is thought that deep supervision pro-
motes the network to learn useful features earlier on
and hence improves accuracy.

In the area of blood vessel detection in [5] struc-
tured forests were trained on 3D image data to pro-
duce a classifier that could predict whether a given spa-
tial coordinate was the edge of a blood vessel or not.
However, the structured forest approach requires sig-
nificant feature engineering. Training a convolutional
neural network directly on medical image data could
eliminate the need for detailed feature engineering.

3. Dataset and Features

The data consists of a combination of magnetic res-
onance imaging (MRI) and Computerized tomography
(CT) scans of a number of patients [1]. For each of
these patients, researchers of the Marsden lab at Stan-
ford University have hand constructed a model of the
blood vessels from the respective scans. Example of
a scan and blood vessel model are shown in figures 1
and 2.

Both the scan and model data are originally avail-
able in the so-called metaimage format. In this case
the metaimage format represents a 3D image with
a depth, width and height. Typical dimensions are
512× 512× 512.

Working directly with the 3D image data was found
to be too computationally expensive. As such data was

Figure 1. Example medical scan data

Figure 2. Example model of medical image data

sampled from depth slices of the models and scan data.
Figure 3 shows an example of a depth slice of one pa-
tient’s scan data. From the depth slices of each image
32 × 32 pixel patches were selected to be used as in-
puts for the neural network. The image patches were
divided into a training set of 45,000 images, a valida-
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tion set of 45,000 images and a test set of 5,000 im-
ages. All image patches were normalized using the
mean and standard deviation of the training set. Ex-
ample normalized image patches are shown in Figure
4.
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Figure 3. Example depth slice of volumetric scan data for
one patient
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Figure 4. Example 32 × 32 image patches and labels sam-
pled from depth slice

4. Methods

The proposed method is to train a neural network
that takes medical image data as input and outputs for
every pixel whether that pixel is a blood vessel or not.
Due to the fact that the inputs are images, primarily
convolutional neural networks will be used. Addition-

ally, to limit the scope of the current work, network
architectures will be limited to feedforward networks.
I.e. networks with convolutional layers followed by
fully-connected layers. This is in contrast to the archi-
tectures used in [4] and [2] which made extensive use
of more complex layouts. As such with this work the
question of whether good classification accuracy can
be achieved using simple feedforward networks can be
evaluated.

For the purposes of training, hyperparameter opti-
mization and evaluation the data was split into train-
ing, validation and test sets. The training and valida-
tion sets consisted of 45,000 images each and the test
set was limited to 5,000 images. In selecting the data
for each of the sets it was determined that most of the
labeled images are fully empty-space, i.e. each pixel
has the class 0. In order to prevent the neural networks
from simply outputting 0 for each pixel value, exam-
ples were only sampled if they contained a minimum
amount of pixels with 1 labels.

As the task of detecting blood vessels is a classifi-
cation task, during training of the networks a softmax
loss function was used where the loss is averaged over
all the pixels of a single output image and label pair.
I.e. letting the output of the network be denoted by
fi ∈ R2×1024, i.e. fi is the set of class probabilities for
image i. The loss is then given by:

L =
1

Np

Np∑
i=1

− log

(
efi,yi∑
j e

fi,j

)
+ λ

∑
j,k

W 2
jk (1)

where Np is the number of pixels, yi is the label of
pixel i and λ

∑
j W

2
jk is the L2 regularization applied

to the neural network weights during optimization with
regularization parameter λ.

For optimization of the weights of the network the
ADAM [3] update rule was used. The Adam up-
date rules uses the following equations to update the
weights of the network:

mt+1 = β1mt + (1− β1)∇WL

vt+1 = β2vt + (1− β2) (∇WL)
2

Wt+1 =Wt − α
mt+1√
vt+1 + ε

(2)

where all operations are elementwise-operations, i.e.
(∇WL)

2 is an elementwise multiplication of∇WL by
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itself and ∇WL is the gradient of L with respect to
the weights W . In this work values of β1 = 0.9,
β2 = 0.99 and ε = 10−8 were used as these are recom-
mended as good default values in [3]. Intuitively the
ADAM update rule makes the gradient smaller in re-
gions where it has a large second momenet, i.e. where
the gradient varies widely. In regions were the gradient
does not vary rapidly the ADAM update rule allows
larger steps to be made. The learning rate was multi-
plied by 0.75 every 500 iterations and a batch-size of
100 images was used.

Hyperparameters were found via a randomized
search. Values were selected at random and the net-
work was trained for 4 epochs, after which the vali-
dation error would be calculated. The set of hyper-
parameters with the lowest validation error was then
selected for further training. The hyperparameters that
were used and the range of values searched are shown
in Table 3. It should be noted that parameters which
can only take on discrete values were sampled from
the discrete uniform distribution.

All convolutional layers were fixed with a stride of
1, kernel dimensions of 3×3 with zero-padding of 1 on
both sides of their inputs. Additionally each network
had rectified linear unit (ReLu) activation and batch-
normalization layers after each convolutional and FC
layer. Each network also had one final FC layer with
an output size 0f 2048 (1024 pixels with two classes)
before the softmax loss to ensure an output with the
correct dimensions.

5. Results

In this section the results of the hyperparameter op-
timization are presented. Thereafter the performance
of the network trained with the optimized hpyerparam-
eters are also shown.

Table 2 shows the results of the hyperparameter op-
timization. The best performing network attained a
validation error of 0.198 on the validation dataset and
made use of 5 convolutional layers followed by a FC
layer, in addition to batch-normalization and ReLU
layers.

After hyperparameter optimization the best network
was trained for a further 10,000 iterations, or approx-
imately 22 epochs which reduced the validation error
further to 0.1716. Figure 5 shows a plot of the his-
tory of the training and validation loss during training.

As can be seen the training and validation loss both
decrease rapidly for the first 4 epochs after which the
rate of decrease slows.
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To qualitatively evaluate the performance of the net-
work, Figure 5 shows example outputs of the network
when given images from the test set. As can be seen
the network matches most of the human labeled im-
ages fairly closely. However if the input image is noisy
then the outputs become fairly inaccurate.

For a more quantitative assesment of the network’s
performance, Table 1 shows the confusion matrix cal-
culated across every pixel of each image in the test set.
Table 1 reaffirms the qualitative assessment that the
network is performing well with regard to identifying
blood vessels. For pixels with a 0 label the network
has a 93.3% accuracy and for pixels with a 1 label the
accuracy is 89%.

Table 3. Confusion matrix over test set of pixels of 5,000
images, values are fraction of row totals

Predicted Predicted
0 1

actual 0 0.933 0.067
actual 1 0.110 0.890

6. Conclusion and Future Work

The results obtained in this paper show that deep
convolutional neural networks are a promising ap-
proach for cardiovascular edge-detection. In particu-
lar the low misclassification rate on the test data set
used in this work shows that it is possible to obtain
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Table 1. Hyperparameters and randomized search ranges
Parameter Random Expression Random Range Min, Max value

Num. conv. layers Y Y ∼ U(1, 6) 1,6
Num. kernels b10Y c Y ∼ U(0, 2.5) 1,316

Num. Fc layers Y Y ∼ U(1, 4) 1,4
FC layer size b10Y c Y ∼ U(2, 3.5) 100,3162
Learning rate 10Y Y ∼ U(−5,−1) 10−5, 10−1

Regularization parameter λ 10Y Y ∼ U(−6, 0) 10−6, 1

Table 2. Top 3 models selected
Num. conv. layers 5 3 2

Num. Kernels 31 58 57
Num FC layers 1 1 2
FC Layer size 1491 1832 926
learning rate 10−3.70 10−3.97 10−2.96

regularization parameter λ 10−3.93 10−2.72 10−5.78

num. epochs 4 4 4
validation error 0.198 0.212 0.225
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Figure 5. Neural Network outputs. Top: 32 × 32 pixel
normalized input image patches. Middle: Labeled image
patches. Bottom: Neural network output probabilities

high segmentation accuracy for cardiovascular images
using neural networks.

In the analysis of the output results of the trained
network it was identified that noise in input images has
the potential to significantly reduce classification ac-
curacy. As such future work should be used to charac-
terize the effects of noise in input images and whether
it is possible to train a network that is robust against
input noise.

Furthermore the current work made use of a fairly
simple data sampling strategy, i.e. only sampling im-
ages that contained enough blood vessel pixels. While
this results in good classification performance for im-
ages containing blood vessels, the effects when clas-
sifying full volumetric scans are unknown. As such
investigating more sophisticated data sampling strate-
gies is necessary.

Finally it would be beneficial to extend the current
work to 3D input images and to study the differences
in accuracy between the 2D and 3D approaches.

References
[1] Cardiovascular and pulmonary model repository, 2016.

http://www.vascularmodel.com/sandbox/doku.php?id=start.
[2] G. Bertasius, J. Shi, and L. Torresani. Deepedge: A

multi-scale bifurcated deep network for top-down con-
tour detection. Computer Vision and Pattern Recogni-
tion (CVPR), 2015.

[3] D. P. Kingma and J. L. Ba. Adam: A method for
stochastic optimization. International Conference on
Learning Representations, 2016.

[4] J. Long, E. Shelhamer, and T. Darrell. Fully convolu-
tional networks for semantic segmentation. Computer
Vision and Pattern Recognition (CVPR), 2015.

[5] J. Merkow, Z. Tu, D. Kriegman, and A. Marsden. Struc-
tural edge detection for cardiovascular modeling. Medi-
cal Image Computing and Computer Assisted Interven-
tion Conference, 2016.

4325



[6] S. Xie and Z. Tu. Holistically-nested edge detection.
International Conference on Computer Vision, 2015.

4326


