
Video Compression Using Recurrent Convolutional Neural Networks

Cedric Yue Sik Kin
Electrical Engineering
cedyue@stanford.edu

Berk Coker
Computer Science

bcoker@stanford.edu

Abstract

The demand for video streaming has been growing over
the past few years. This has made video storage and video
transfer a bottleneck for service providers, increasing the
need for more robust video compression algorithms. Deep
learning has a potential to address this concern. In this
paper, we present an auto-encoder system that consists of
over-fitted bidirectional recurrent convolutional neural net-
works to compress videos. Our findings show that RCNNs
can learn from temporal information found in consecutive
still frames, but fail to achieve state-of-the-art compression
rates and speeds due to computational complexities.

1. Introduction
Over the past five years, we have witnessed the rise

of streaming services around the world. From Netflix to
Youtube, most of the platforms we now use are dominated
by video content. According to a Cisco study, video traffic
will become 82 percent of the entire consumer internet traf-
fic by 2020 [1]. These predictions show that we will soon
be presented with challenges that pertain to video storage
and video transfer. A breakthrough in video compression
techniques could address these two problems. The implica-
tions of such advancements are vast: better compression al-
gorithms could (i) help service providers save on resources
such as servers and (ii) give clients an opportunity to have
better video experience in lower bandwidths such as in mo-
bile devices.

In this paper, we propose a deep learning approach to
video compression. We build an auto-encoder model based
on a bidirectional recurrent convolutional neural network
with Gated Recurrent Units (GRUs). The encoder accepts a
sequence of frames extracted from a video as input, and re-
turns a sequence of corresponding encoded representations
as output. Then, the decoder model reverses the compres-
sion and predicts the original frames using the intermediary
representations. Notice that in auto-encoders, the encoder
and the decoder are trained together. But at test time, they
can be distributed into different machines.

1.1. Data Compression

Data compression involves encoding information in
fewer bytes than the original representation. Compression
can be classified into two types: lossy or lossless. Lossy
compression reduces the number of bytes of the original
representation by removing unnecessary or less crucial in-
formation to human perception. For example, the JPEG im-
age compression scheme works by rounding off nonessen-
tial information bits.

On the other hand, information is not lost in lossless
compression schemes. They usually exploit statistical re-
dundancies to represent data without any loss of informa-
tion. For example, an image might have areas that do
change in pixel information, allowing for more compact
representations using run-length encoding in which consec-
utive data elements are stored as a single value and count.
There are many other schemes that reduce file size by elimi-
nating redundancy and keeping all the original information;
see Lempei-Ziv [3] and DEFLATE [5].

In this paper, we present an approach to capturing sta-
tistical redundancies mentioned above through the use of
neural networks. The goal is to maximize statistical learn-
ing from video frames while minimizing information loss
and maximizing compression rate. In the later parts of the
paper, we analyze the learning and the trade-off between
information loss and compression rate.

1.2. Video Codecs

There are many video formats, indicated by the exten-
sion of the video file. Videos have a lot of information that
can be encapsulated into a single container: video stream,
audio stream, metadata, subtitles, etc. and the the video for-
mat indicates the method used to encapsulate everything.
Each of the individual elements can be compressed using
their own compression scheme before encapsulation, such
as H.264 for the video stream, and AAC for the audio
stream for example.

H.264 is an example of a video codec - combination of
the words compressor and decompressor. Video codecs are
a set of instructions that identify the method used to com-
press video into fewer bytes, as well as decompressing it
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when playing back the video.

Figure 1. Pipeline for video compression and encapsulation

In the context of this paper, we are only concerned with
compressing the visual information in videos. Our approach
to video compression is to divide videos into still frames
which we use as inputs to our model. Note that this method
exponentially increases the size of the input data, requir-
ing much more work to achieve state-of-the-art compres-
sion rates. Our goal is to show the opportunity that deep
learning presents in this field, that achieves comparable re-
sults, which would in return motivate new research.

2. Related Work

We base our work on previous work done in the field
of data and image compression and video super-resolution
using neural networks.

2.1. Image Compression

The principles of using neural networks for image com-
pression have been know for some time. Jiang wrote a
survey of developments of neural network in assisting or
even taking over traditional image compression techniques
in 1999, by learning more efficient frequency transforms,
more effective quantization techniques, etc. [8]. In 2006,
Hinton et al. showed an autoencoder architecture that is vi-
able for implementing an end-to-end compression [6]. An
autoencoder consists of three parts typically: (1) an en-
coder that takes in the input and encodes it into a (2) bottle-
neck consisting of the compressed data, and (3) a decoder
whose role is to reconstruct the original input. Hinton et al.
trained the entire autoencoder, but during deployment, the
encoder and decoder are normally used independently. In
2011, Krizhevsky et al. showed the benefits of encoding the
bottleneck as a simple bit vector representation [10]. Such
binarization had the following advantages: (1) the bit vec-
tors are easily serializable/deserializable for transmission
over the wire, (2) the compression rate can be controlled by
putting constraints over the bit allowance, and (3) a binary
bottleneck forces the model to learn more efficient repre-
sentations compared to floating-point layers.

More recently, in 2015, Toderici et al. proposed a gen-
eral framework for variable-rate image compression and a

novel architecture based on convolutional and deconvolu-
tional LSTM recurrent networks [12]. They had better vi-
sual quality than (headerless) JPEG, JPEG2000, and WebP,
with a storage size reduced by 10% or more. It used the
same bit vector representation used by Krizhebsky et al. and
accepted fixed size 32x32 inputs.

Toderici et al. followed in 2016 by presenting a full res-
olution image compressor using recurrent neural networks
which could accept any image sizes [13]. Their network
consists of an encoding network E, a binarizer B and a de-
coding network D; D and E contain recurrent network com-
ponents. Their system trained by iteratively refining a re-
construction of the original image, with the encoder and de-
coder using residual GRU layers.

Figure 2. A single iteration of the shared RNN architecture used
by Toderici et al. in 2017

2.2. Video Super-resolution

Convolutional neural networks have been applied to
image super-resolution with state-of-the-art performance.
Dahl et al. demonstrated this year a deep network archi-
tecture, with pixel recursive super-resolution technique that
tried to address the strong prior information that had to be
imposed on image synthesis in traditional super-resolution
techniques [2]. This year as well, Ledig et al. used a genera-
tive adversarial network (GAN) for image super-resolution,
capable of infering photo-realistic natural images for 4x up-
scaling factors [4][11].

Figure 3. Results achieved by Dahl et al.

But there has been less work in the domain of video

2



super-resolution. Both Huang et al. and Kappeler et al. pro-
posed a CNN that is trained on both the temporal and spatial
dimensions of compressed videos to enhance their spatial
resolution [7][9]. By taking advantage of the intrinsic tem-
poral dependencies of neighboring video frames, their net-
work is able to perform better and achieve state-of-the-art
performance.

3. Methods
3.1. Network Architecture

Our model is a multi-layer, bidirectional, recurrent con-
volutional neural network that contains two sub-models: the
encoder and the decoder. During train-time, the encoder and
the decoder are trained together in a single model, where the
objective is to retain maximum information after compres-
sion and decompression. At test-time, the encoder and the
decoder are separated to serve as encoding/decoding mod-
ules just as in other compression algorithms. In literature,
this architecture is referred to as an auto-encoder. An ab-
stract representation of the model can be found in Figure 4.

Figure 4. Our architecture. We exploit the temporal dependencies
between frames.

The encoder part of our model, marked with the letter E
in the figure above, accepts frames of size 32x32x3 at each
time step and outputs corresponding vectors of size 1x1x32
for each frame. Then, the decoder, marked with the letterD,

uses these vectors the rebuild the frames at each time step.
Notice that our model uses a window size of 3 vectors (we
experiment with different window sizes) to predict the mid-
dle frame: t. This is repeated for each sequence of frames:
If we were to proceed to the next time step, we would have
predicted the frame at t+ 1.

3.1.1 Recurrence and Bi-direction

The recurrence and bi-direction in the architecture allows
for temporal information to be transferred across time steps,
allowing for signal transfer among video frames. We con-
struct each node in the recurrent neural network as a Gated
Recurrent Unit (GRU) [13]. The formulation for GRU, with
input xt and hidden state/output ht is:

zt = σ(Wzxt + Uzht−1)

rt = σ(Wrxt + Urht−1)

ht = (1− zt)~ ht−1 + zt ~ tanh(Wxt + U(r ~ ht−1))

This formulation is repeated twice in the neural network
due to the bi-directional structure. The forward and back-
ward weights in the network are separate.

3.1.2 Convolution

Another important factor to note is that the dot products
above in the GRU formulation involve convolutions instead
of direct dot products. In Figure 5, we demonstrate the en-
tire upstream at a single time-step. Notice that at each layer
in the encoder, we use a kernel size of 3x3 and a stride of
2x2. This halves the spatial dimensions each time, achiev-
ing the desired compression. On the other hand, in the de-
coder, we use a deconvolution (transpose of conv2d) at each
layer to up-sample in the spatial dimension [4].

Figure 5. A single iteration of our architecture
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3.1.3 Compression

At each time step, we achieve an initial compression rate of
×96. This is because the encoder encodes a frame size of
32x32x3 into a vector representation size of 1x1x32. This
comes with a small caveat: while the values stored in frames
are of type int8, the values stored in vectors are of type
float16. This, halves the compression rate, resulting in a
final compression rate of ×48.

3.2. Training Objective and Evaluation

During training, similar to what Toderici et al. used, an
L1 loss is calculated at each iteration on the absolute resid-
ual between the reconstructed and original frame, such that
our total loss for the network is:∑

t

|rt|

We experimented with L2 loss and found that L1 loss
resulted in better performance.

For evaluation, we use the most common evaluation met-
rics to measure image quality: Peak Signal to Noise Ra-
tio (PSNR) and Structural Similarity Index Measurement
(SSIM).

PSNR (Ŷ , Y ) = 20 log(s)− 10 log MSE(Ŷ , Y )

SSIM (Ŷ , Y ) =
(2µŶ µY + c1)(2σŶ Y + c2)

(µ2
Ŷ
+ µ2

Y + c1)(σ2
Ŷ
+ σ2

Y + c2)

where s is the maximum possible pixel value (255 in our
case), µY denotes the mean of image Y, µ2

Y the variance,
σŶ Y the covariance of the two images and c1, c2 typically
set to 0.01s2 and 0.03s2 respectively.

The PSNR is the ratio between the maximum possible
power of a signal and the power of corrupting noise that
affects the fidelity of its representation. Typical values for
the PSNR in lossy compression schemes for image or video
are between 30 and 50 dB for bit depths of 8 bits. A higher
PSNR means more noise has been removed.

SSIM also takes into account the similarity of the edges,
i.e. the high frequency content, between the reconstructed
image and the original image. Therefore, to have a good
SSIM measure, an algorithm needs to remove noise while
also preserving the edges in the image.

To get a final value in each metric, we take the average
among all of the frames.

3.3. Training Algorithm

For training, we use the Adam optimizer to perform pa-
rameter updates based on the gradient of the loss function:

mt = β1mt−1 + (1− β1)5Xt−1

vt = β2vt−1 + (1− β2)5 (Xt−1)
2

Xt = Xt−1 −
αmt√
vt + ε

where β1, β2 ∈ [0, 1) and ε are hyperparameters commonly
set to 0.9, 0.999 and 1e-8 respectively. mt is the momentum
vector at iteration t, vt is the velocity vector at iteration t,
and α is the learning rate.

3.4. Weight Initialization

We use Xavier initialization:

Wij ∼ Unif(− 1
√
nin

,
1
√
nin

)

where Unif denote the uniform distribution, and nin is the
number of neurons in the previous layer.

4. Dataset
We train our model by overfitting it to a dataset contain-

ing the image frames to a particular video sampled at 24 Hz,
with each frame having dimension 160x320. The dataset for
which results are included consisted of 1440 frames.

Figure 6. Extract frames from video into a lossless format like png

After the frames are extracted, each frame is split into
32x32x3 quadrants. Each quadrant serves as input to our
model. This has two main advantages: (1) it saves compu-
tational time, and (2) it allows for variable video sizes as
long as the dimension size is a multiple of 32.
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Figure 7. Split frames into 32x32x3 quadrants

5. Experiments
The entirety of this section uses the following hyperpa-

rameters in producing the results. These hyperparameter
values performed well across the board, and we decided to
keep them constant for reasonable comparisons.

Filter Size in Hidden Layers 32
Number of Epochs 5000

Minibatch Size 128
Learning Rate 5e-3

beta1 0.9

Table 1. Final Hyperparameters

5.1. Time-Step Size and Quality

One of the primary experiments we wanted to conduct
with our model was to evaluate the information that was
being captured through the inclusion of the multiple time-
steps, that is, the consecutive sequence of video frames.
Since our network was recurrent and bi-directional, our goal
was to ensure that this architecture indeed improved the per-
formance. Thus, we experimented with our model by alter-
ing the window sizes we used to rebuild the middle frames.
The results can be found in Table 2. Notice that we ex-
perimented with two different architectures and data: one
with 3-layer encoder and decoder with smaller dimensions
of data (so that it can be displayed in this paper in ), and
then one with 4-layer encoder and decoder for the full data.
Note that increasing the layers increases the compression:
6-RCNN achieves a compression rate of x32, and 8-RCNN
achieves a compression rate of x128. These numbers ex-
clude the size of the model. When the model is factored
in, 6-RCNN achieves a compression of x8 and 8-RCNN
achieves a compression rate of x10. Remember that we are
over-fitting a model for these frames, and therefore need to
pass the weights of the decoder to the end-point.

As can be seen in the images displayed in Figure 8, the
reproduced images were a little blurry compared to the orig-
inal images. One can notice this by looking at the tip of the

PSNR SSIM
JPEG (small data) 37.5847 dB 0.9836

6-RCNN (1 Time Step, small data) 37.5971 dB 0.9883
6-RCNN (3 Time Step, small data) 38.8007 dB 0.9910
8-RCNN (3 Time Step, full data) 31.4093 dB 0.9554
8-RCNN (7 Time Step, full data) 31.2896 dB 0.9434

8-RCNN (11 Time Step, full data) 30.0122 dB 0.9435
Table 2. Our results for different time-steps.

Figure 8. Our results for 6-RCNN. Left: Original. Right: Com-
pressed

leaves that point up. Regardless, in 6-RCNN, the results
were better than JPEG’s performance, both in PSNR and
SSIM.

Something else we noticed about these different varia-
tions of the architecture was that increasing the time-steps
improved the performance until a certain point. Notice that
the PSNR value goes down for 8-RCNN as we increase the
number of time-steps. This, we concluded, was due to the
compression rate we were enforcing. At higher compres-
sions rate, wider time-steps did not lead to better results.
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The information transferring in our model needs revisiting.
Furthermore, below this threshold, including more time-

steps improved the performance but marginally. As can
be seen in Figure 9, which demonstrates the loss curves
for 8-RCNN, the losses are rather similar. This is also
demonstrated in the results table. Our findings showed that
our model was indeed transferring information across time
steps, and improving

Figure 9. Plot of the loss function. 3, 7, 11

5.2. Compression and Quality

Using our model we experimented with different com-
pression sizes including encoding into 4x4x4 and 2x2x16
dimensions which requires 3 layers, and 1x1x32 dimensions
which requires 5 layers. We experimented with the trade-off
between compression rate and image quality and settled on
using the 1x1x32 encoded size.

6. Conclusion

Given the results from the evaluation metrics, we are
able to exploit the intrinsic temporal dependencies between
video frames by considering neighboring frames when pre-
dicting a video frame. We are able to reconstruct video
frames from a compressed size with better performance
compared to JPEG compression.

The given results were based on a toy dataset. For future
work, we’ll focus on extending the model’s capacity to re-
construct full video frames and investigate the usefulness of
this technique to applications like security footage.
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