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Abstract

ability greater than 0.5 as part of the tumor, and each pixel
with probability below 0.5 as non-tumorous. We then evaluate the segmentation produced by our network using the
DICE coefficient between the predicted segmentation and
the ground-truth label. The Dice coefficient between two
sets X and Y is calculated as:

We designed a three-dimensional fully convolutional
neural network for brain tumor segmentation. During training, we optimized our network against a loss function based
on the Dice score coefficient, which we also used to evaluate the quality of the predictions produced by our model.
In order to accomodate the massive memory requirements
of three-dimensional convolutions, we cropped the images
we fed into our network, and we used a U-NET architecture that allowed us to achieve good results even with a
relatively narrow and shallow neural network. Finally, we
used post-processing in order to smooth out the segmentations produced by our model. Ultimately, our best model
achieved a Dice score of 0.71 on our test set, making our
model nearly as effective as state-of-the-art architectures.

Dice(X, Y ) =

2|X ∩ Y |
|X| + |Y |

2. Background
Brain tumor segmentation using convolutional neural
networks has outstripped the results of generative models –
which rely on hand-coded features based on medical knowledge about the appearance of healthy and unhealthy tissue
in different parts of the brain – and discriminative models
such as SVMs and decision forests [1–3]. Moreover, fully
convolutional neural networks, which substitute any final
fully-connected layers for convolutional layers, have been
shown to achieve the same results more efficiently than architectures using fully-connected layers [1, 2, 4]. These
results inspired our decision to approach our problem with
a fully-connected convolutional neural network.
Extensive previous work has been done using fullyconnected CNNs to segment brain tumors and other medical
data. From our review of the literature, we have concluded
that 3D CNNs produce significantly better results than 2D
CNNs on segmentation problems that, like ours, are threedimensional [5–7]. However, 3D CNNs are extremely
computationally expensive and notoriously difficult to train.
Some authors have addressed this difficulty by training on
patches extracted from 3D volumes, rather than training on
the full volumes in their training set [8, 9]. Other authors
have suggested using architectures that, much like ResNet
[10], feed forward the outputs of earlier layers to later layers, making it easier to back-propagate gradients and allowing for models to achieve higher accuracy while demanding less memory [6, 11, 12]. Inspired by these results, we

1. Introduction
We set out to build a convolutional neural network to
classify tumors and tumor subsections in MRI brain images. Medical image analysis is a very important field, and
we believe that computer algorithms have the potential to
reproduce or even improve upon the accuracy of human experts. Using algorithms to automate medical image analysis
could save time and money for hospitals and patients, and
improved accuracy would be a great benefit to cancer patients.
Given an input of an MRI brain volume, our neural network outputs a semantic segmentation of the volume that
separates the tumor from the rest of the brain. The final
output is the same shape as the input, but each pixel of the
output, rather than containing visual information, contains
the unscaled probability that the corresponding pixel in the
input belongs to the tumor. We generate our predicted segmentation by binarizing the predicted probabilities generated by our model, labeling each pixel with predicted prob1

decided to implement a three-dimensional CNN with a UNet architecture, where the outputs of early down-sampling
convolutional layers are concatenated to the outputs of later
up-sampling convolutional layers.
Our review of the literature also convinced us that postprocessing would improve our results. While a well-trained
fully convolutional network can produce segmentations that
are very close to ground-truth, these segmentations often
include extraneous pixels that are either labeled as part of
the tumor even though they are far away from other such
pixels or labeled as not part of the tumor even though they
are clearly inside of the segmented tumor. Post-processing
can help to ’smooth’ output segmentations and reduce error
from these extraneous mislabeled pixels. Some papers used
conditional random field post-processing, which uses pairwise relationships between pixels to maximize label agreement between similar pixels [5, 7, 13]. Other papers have
used simpler methods, such as separating contiguous regions of pixels with the same label into ”blobs,” and changing the labels of any blob with a size below a certain threshold [14]. Some papers even used a simple convolutional
filter [15].
Finally, our review of the secondary literature, and especially of papers that have tackled the BraTS Multimodal
Brain Tumor Segmentation Challenge in past years, allowed
us to establish a benchmark for the success of our model.
The best-performing models achieve a Dice score of 0.850.9 for tumor segmentations on our dataset [1, 5, 16]

Figure 1. Brain MRI with labeled tumor

data through a series of up-sampling transpose convolutional layers (See Figure 2). The final output of the network
is the same shape as the input, but each pixel of the output,
rather than containing visual information, contains the predicted probability that the corresponding pixel in the input
belongs to the tumor. We generate our predicted segmentations by binarizing the predicted probabilities. Pixels that
round up to 1 are labeled as tumorous, and pixels that round
down to 0 are labeled as non-tumorous.

3. Dataset
Our dataset consists of 285 brain volumes, each consisting of 155 two-dimensional slices. These volumes are
clinically-acquired multimodal scans, so that we have access to four different versions of each slice image, where
different subsections of the tumor may be more visible
in different scans. The labels associated with these volumes are manual annotations approved by neuroradiologists. The dataset was provided by 2017 BraTS Multimodal Brain Tumor Segmentation Challenge http://
braintumorsegmentation.org/ [16]. An example
brain slice and associated label is in Figure 1.
For our models we trained on 240 samples with a 20%
cross fold validation split. we tested on the remaining 45
slices. We never changed the training and test set because
we felt that this would help us preserve the integrity of our
model no matter what. For our 3D convolutional model, we
did do preprocessing of our data. see subsection 4.1.

Figure 2. While this does not represent the exact architecture of
our model, it demonstrates the principles of a down-samplingup-sampling convolutional network. (Image taken from CS231n
course slides)

After examining several possible loss functions, we decided to optimize our network against a loss based on the
Dice score coefficient. 5.1.
Interestingly, the inputs to our network are twodimensional slices that make up connected threedimensional volumes, rather than independent twodimensional images. We therefore tried two different
approaches. In the first approach, we fed in single
two-dimensional slices into a two-dimensional convolutional neural network and outputted a single slice,
with each pixel’s value holding the unscaled probability
that the corresponding pixel in the input belongs to the
tumor. We explored different 2D CNN architectures and
hyperparameters in subsections 5.2 and 5.3.

4. Methods
We use a fully convolutional neural network. After
running the input brain volume through a series of downsampling max-pooling convolutional layers, we feed the
2

Our second approach used a 3D Fully Convolutional
model and trained on entire brain volumes, rather than
on individual 2D slices. We assumed that a fully convolutional network using three-dimensional rather than twodimensional filters should be able to achieve better results.
However, the memory demands of three-dimensional convolutions made us consider whether the sacrificed width and
depth of our network were worth it.

the predicted probabilities which were the output of our
model.
The first thing we did was groom the data so that we
could limit the shape of our data for 3D convolutions in order to speed up training and testing. We tried a couple of
different pre-processing approaches. The first method we
tried was a bounding box over the data set. This turned
out to create a lot more frustration with model syntax. The
shapes of each scan became 183 × 179 × 155, which was
not that great to work with when dealing with upsampling
and downsampling sizes. We then resorted to a pseudobounding box approach that meant we trimmed the data
such that numbers were easy to work with but still removed
a significant portion of unnecessary zeros in the dataset (See
Figure 4). The shape of the inputs for all our models became
192 × 192 × 154. This was easy to work with in terms of
changing kernel sizes and upsampling and downsampling
rates.

4.1. 3D Convolutional Model
In order to achieve high accuracy with the constraints
of a three-dimensional model, we were inspired to use the
technique in [12]. The U-NET model described in that paper, in which the outputs of early down-sampling convolutional layers are concatenated to the outputs of later upsampling layers, enabled us to have a good starting point for
our model (see Figure 3). From this starting point, we manipulated 10 things in order to improve on the U-net Model:
Model Layers (activations, filters, number of layers, type
of upsampling, kernel size), Data bounds, Loss function,
Learning Rate, Dropout Rate, and Optimizer.

Figure 3. Like the previous figure, this figure does not represent
the exact architecture of our model. However, it does illustrate
the principles of a U-Net model for a multi-class segmentation
problem, in which the outputs of early down-sampling layers are
concatenated to those of later up-sampling layers. (Image taken
from [11].

Figure 4. Brain MRI with pseudo crop

We ultimately trained our 3D convolutional models for
over 50 hours with different iterations of this architecture.
Our 3D convolutional model took in FLAIR from DICOMs
and output the segmentation of the entire tumor. This means
we limited our dataset from the beginning to only use a single reading of the CT scan instead of the four used to establish the different parts of the tumor. We chose to do this
because of the expensive training time of a 3D conv model
with many layers and because we wanted to fully test many
different architectures. Although we used many different
loss functions, our true metric of how well our model performed was determined by the dice score calculated from

In terms of the different models we trained and evaluated, we started with a simple U-net model with only a single convolution per filter size, no concatenations, and only
went up to 256 filters and used upsampling instead of transpose 3D convolutions with no dropout and relu activations.
We wanted to use this simple and fast trainable model to
pick a loss function that would preform well on bigger models. We believed that we could make this extrapolation because of the nature of our training. Given the constraints on
our GPU, we could only use a batch size of 1 for larger models. We knew this would affect the way we were moving
across the loss landscape and wanted to see how well mod3

els converged for different losses, optimizers, and learning
rates for the 3D convolutional model.
The best loss function was a Dice Score based on probabilities rather than values. We tested thoroughly softmax
cross entropy loss, cosine loss, dice loss and our new dice
probability loss. Additionally, we tried SGD with momentum vs ADAM for dice loss and we found ADAM tended
to converge faster (around 5 epochs of training for adam on
our small model).

5. Experiments
5.1. Loss function evaluation
We experimented with three different loss functions.
First, we tried optimizing our neural network against the
softmax cross-entropy objective for our two-class classification problem. Second, since there are far more pixels in
our dataset that do not belong to tumors than there are pixels that do, we tried a loss function that attempts to compensate for the imbalanced class distribution in the dataset. We
used a sensitivity-specificity loss, which calculates the overlap between predicted and ground-truth tumor pixels (sensitivity) separately from the overlap between predicted and
ground-truth non-tumor pixels (specificity). We weighted
sensitivity significantly higher than specificity (at a ratio
of around 9:1), before attempting to minimize the negative sum of the two. Finally, we tried optimizing against
a loss function based directly on the Dice score coefficient. Since the Dice score itself is non-differentiable (since
the predicted segmentation results from a non-smoothlydifferentiable binarization of the neural network outputs),
our objective function was not, strictly speaking, the Dice
score for our model’s predictions. Rather than using the predicted segmentation, we used the non-binarized predicted
probabilities for each pixel. Then, where X is the feature
map of predicted probabilities and Y is the ground-truth
segmentation, we calculated our loss function as:
DiceLoss(X, Y ) = −

Figure 5. As expected, using the Dice coefficient as the objective
yielded the best results.

Figure 6. Increasing depth and width of our 2D net improved results, but not enough to compete with out 3D net. Each 2D net was
trained for four epochs.

5.3. 2D CNN Hyperparameters
It was difficult for us to thoroughly explore the hyperparameter space for our 3D architecture, given the computational expense of three-dimensional convolutions. However, we did explore many different hyperparameter combinations for our 2D architecture. As can be seen in Figure
7, which displays some of the hyperparaemeter combinations that we tried, we found that a learning rate of 1e-4 and
a dropout probability of 0.5 led to the best results. These
results gave us some guidance as we performed a limited
hyperparameter search for our 3D architecture.

2 ∗ sum(X ∗ Y )
sum(X) + |Y |

As can be seen in Figure 5, which shows our results after
training a small 2D net for five epochs on our three different
loss functions, optimizing against the Dice score loss led to
the best results.

5.2. 2D CNN architectures
We experimented with various different depths and
widths for our 2D CNN architecture. As can be seen in Figure 6, we found that increasing the number of parameters in
our 2D architecture slightly improved our results on the validation set. However, no matter how large we made our 2D
net, it was not able to compete with our 3D architectures,
even when those architectures used far fewer parameters.

5.4. 3D CNN Architectures
All of our models had a similar structure to U-net. Our
first experimentation was with kernel size. In the beginning,
all of our kernel sizes for our convolutional layers were
5 × 5 × 5. We found that our output segmentations became
4

(around .005). We believe this is because the model was
able to learn more high level features than before and able
to draw more conclusions about the data.
Finally, our validation performance was never doing
as well as our training performance. We decided to use
dropout to manage this problem. We experimented with
3 rates of dropout and compared the results: 0, .2, .5. 0
was simply our baseline model at the time. .5 significantly
dropped the performance of our model and increased the
number of epochs necessary to get to the score that we
wanted. This was clearly too large for our model. .2 gave
a slight improvement to our model and we decided to use
this. However, it took 1.5x longer to train our model to get
to the same training threshold as before (25 epochs)
Figure 7. A dropout rate of 0.5 and high learning rate of 1e-4 led to
the best validation set dice coefficient after two epochs of training
a 2D architecture.

5.5. U-Net Architecture
We were inspired by [11] to symmetrically concatenate
the outputs of our early downsampling convolutional layers
to the outputs of our later upsampling layers. The so-called
U-Net architecture was first proposed by [12]. The authors
of [12] suggested that combining the high-resolution outputs of early layers with the less informationally dense upsampled outputs of later layers would allow a fully convolutional network to achieve more precise localization. However, our findings did not necessarily support their hypothesis. We trained two identical 3D nets, one with concatenation of early outputs to later outputs, and one without this
concatenation. We found that the model with concatenation
only slightly outperformed the model without concatenation (See Figure 8). It seems that the primary importance of
the U-net architecture is the combination of down-sampling
and up-sampling convolutional layers, and not the concatenation of the outputs of the former to the outputs of the latter.

inaccurate around edges and small points. This made sense;
we were grouping large sections together so that when upsampling occured, they didn’t really map to precise points.
After trying a combination of 5 × 5 × 5 and 3 × 3 × 3, we
settled on models that used 3 × 3 × 3 exclusively.
The next form of experimentation we did was concatenation and non-concatenation (see 5.5).
The next form of experimentation involved adding more
convolutional layers in between up and downsampling. We
found that adding more than 2 really did not make a significant difference in the quality of our model but greatly
increased our training time. As time was short, we mostly
experimented with models with 1 and 2 convolutional layers
between up and down sampling.
We also experimented with use of Leaky ReLu vs ReLu
for our layers as we thought a problem could be that many
of relu units are ”dying” during training and creating big
changes in dice scores. After running dual experiments with
Leaky ReLu and Relu, we decided to keep ReLu as leaky
ReLu did not provide much increase in value.
Getting 3D transpose convolutions to work was a pain,
however once we implemented them we found they gave a
significant boost in Dice score (around .10). For all of our
later tests, we used 3D transpose convolutions for upsampling instead of normal upsampling (using extrapolation).
We believe this is because pure upsampling is not trainable
for our model, so it was simply blowing up our images.
The next thing we experimented with was the number of
filters we used. We first started using [16, 32, 64, 128, 256]
respectively for each upsampling and downsampling layer.
We then experimented with upgrading the number of filters to [32, 64, 128, 256, 512]. This more than doubled the
amount of training time for our model. However, it again
provided with a modest boost in improvement to 3D model

5.6. 3D convolutional Results
Our best 3D convolutional model had a combination of
concatenation and non concatenation, 3×3×3 kernel sizes,
kernel scalings of [32, 64, 128, 256, 512], and a dropout rate
of .2. Our best model received a dice score of .71 on the test
set. The architecture of this model is shown in Table 1
This model had 13, 522, 721 trainable parameters but it
did not do significantly better than other models. We suspect that this model may have been able to find a local loss
minimum among the data better than other models perhaps
due to randomness in the shuffling of the dataset.

5.7. Post-Processing
We performed post-processing using an average-pooling
filter with different sizes (1,8,16,32,64) and a stride of 1.
We applied this filter to the binarized predicted segmentations produced by our model. After applying the filter,
5

Layer (type)
conv3d 1 (Conv3D)
max pooling3d 1 (MaxPooling3D)
dropout 1 (Dropout)
conv3d 2 (Conv3D)
max pooling3d 2 (MaxPooling3D)
dropout 2 (Dropout)
conv3d 3 (Conv3D)
max pooling3d 3 (MaxPooling3D)
dropout 3 (Dropout)
conv3d 4 (Conv3D)
max pooling3d 4 (MaxPooling3D)
dropout 4 (Dropout)
conv3d 5 (Conv3D)
dropout 5 (Dropout)
deconvolution3d 1 (Deconvolution
concatenate 1 (Concatenate 3d 1, 3d 4)
dropout 6 (Dropout)
conv3d 6 (Conv3D)
deconvolution3d 2 (Deconvolution
dropout 7 (Dropout)
conv3d 7 (Conv3D)
deconvolution3d 3 (Deconvolution
dropout 8 (Dropout)
conv3d 8 (Conv3D)
deconvolution3d 4 (Deconvolution
dropout 9 (Dropout)
conv3d 9 (Conv3D)
conv3d 10 (Conv3D)

Figure 8. Training and validation curves for concatenated and nonconcatenated images on the upsampling of the images in those
convolutional layers. Non-concatenated imaging tended to perform better on our set. This shows training for 10 epochs.

we rounded the resulting values, so that our final segmentations were still binarized. We settled on a filter size of
16x16 after experimenting with several different sizes and
comparing the trade-offs between the improved smoothness
of our predicted segmentations and the increased distortion
of ground-truth labels caused by larger filters. The presmoothing prediction and true label are shown in Figure 9.
The smoothed (on the left) and the rounded (on the right)
images for the 5 filters sizes are shown in 10. The best filter
size seems to be 16x16.

Param
896
0
0
55360
0
0
221312
0
0
884992
0
0
3539456
0
3539200
0
0
3539200
884864
0
442496
221248
0
110656
55328
0
27680
33

Table 1. Our best 3D convolutional Model

This loss function performed significantly better than any
other loss function that we tried.
Second, we discovered that 3D convolutional networks
are able to perform significantly better than 2D networks on
a brain tumor segmentation task. Our largest 2D network,
with 21 million trainable parameters, achieved a Dice score
of only 0.39 on the validation set, while we were able to
achieve a validation score of nearly 0.7 using a 3D net with
1/3 the number of parameters.
Third, we determined that the concatenation of earlylayer outputs to late-layer outputs is not a crucial component of the U-Net architecture. Our 3D model that used
concatenation only performed slightly better on the validation set (Dice score of 0.42) than an identical model that did
not use concatenation (Dice score of 0.38) after training for
eight epochs.
Finally, we found that convolving with an averagepooling filter of size 16x16 with a stride of 1 serves as
a simple but effective post-processing mechanism that can
smooth the outputs of a semantic segmentation network.

Figure 9. Example pair of an original (pre-smoothing) prediction
image on the left, and the true label on the right

6. Conclusions
We have drawn several key conclusions from our experiments.
First, we found that, by slightly modifying our calculation of the Dice score coefficient, we were able to create a
differentiable loss function that allowed us to directly optimize for the Dice score of our predicted segmentations.
6

powerful GPUs, we would like to experiment with Resnetstyle architectural choices that would allow us to make
our network much deeper without drastically increasing our
memory usage. Additionally, we would like to experiment
with more sophisticated post-processing techniques such as
conditional random fields or sequential convolutional neural networks. We would also like to try running our 3D net
on patches extracted from our brain volumes, rather than on
the full volumes, so that we can train on larger batches. The
benefit of training on larger batches might outweigh the cost
of only allowing our filters to convolve across subsections
of the brain volumes. Finally, for this project we focused
only on segmenting the whole tumor. We could extend our
work by taking advantage of the BraTS dataset to perform
multi-class segmentation of the various tumor subsections.
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