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Abstract

The ImageNet challenge has been the driver for much of
the recent advances in Convolutional Neural Network de-
sign, with many models such as Inception and ResNet de-
livering high levels of performance in both the Top 1 and
Top 5 tasks. In this work, we explore the performance of
architecutres derived from the mentioned works, as well as
other, newer design ideas, and evaluate their performance
on a small subset of the ImageNet dataset, from here on
known as Tiny ImageNet. Specifically, we combine compo-
nents of the Inception architecture with ideas from ResNet,
and from Visual Attention Networks, to achieve reasonable
performance on the given dataset.

1. Introduction
The image classification task has been a testing grounds

for novel ways of thinking about how machines can make
sense of visual information. In recent years, it has pushed
the development of a myriad of convolutional neural net-
work designs that have progressively performed better. Fol-
lowing these developments, this work attempts to com-
bine elements from distinct advances in image classifica-
tion models and create a performant model for the Tiny Im-
ageNet dataset.

The data for this task is a set of 100,000 training input
images of size 64x64x3, representing 200 different classes
from the original ImageNet dataset. Each class is repre-
sented by 500 images, and a total of 100 more images for
each class are allocated for test and validation purposes.
The desired output of the model is the true class for a given
input image, chosen from one of the 200 present in the
dataset.

The general architecture of the presented model is as fol-
lows: first, we create and apply an attention mask to the
input. Next, we feed the result into a modified inception
module that decreases the patch size while increasing chan-
nel depth. The result is passed into a residual block, and
again into multiple inception blocks, after which an aver-

age pool and affine transform convert the results into a 200-
dimensional vector which generates the output classifica-
tion.

2. Related Work
Because of the prevalence of work on the image classi-

fication task, a lot of influential literature exists, and was
heavily drawn upon, when building the model presented
here. The literature reviewed falls into three major cate-
gories - residual networks, the inceptiom architecture, and
visual attention. Components and ideas from each of these
developments were used in the final model.

2.1. Inception

One of the major components explored in this work is the
use of inception modules as a means of efficiently learning a
large set of parameters and learning a set of features for dif-
ferent size convolutions [10]. This work showcased a high-
performance method for image classification that was com-
putationally efficient, while also maintaining a light mem-
ory footprint. This idea was further explored by the authors
of the original paper [11], where different variations of the
inception network were developed, such as asymmetric con-
volutions, convolution decomposition, and other modifica-
tions, all in the name of improving performance

Furthermore, recent work on this design has included a
discussion of the application of residual networks, detailed
in more detail below, on the inception architecture [9]. The
authors demonstrate significantly improved training times,
and improvements in test accuracy.

2.2. Residual Networks

Also known by the moniker ResNet [2], the addition
of residual connections to convolutional neural networks
allows for more efficient training of “deep” models - the
authors showcase this by comparing the training error for
high-depth models with and without the residual connec-
tions, and demonstrate a loss curve that drops much faster
than a simple, multi-layer convolutional network with iden-
tical structure otherwise.
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This idea was expanded upon further [3], and differ-
ent variants of the residual architecture were tested. The
work compared the performance of pre vs. post activation
for neurons, batch normalization, dropout, gating, and con-
volution shortcuts, among other experiments [15]. Of the
many designs that were tested, it was found that a two layer
residual neuron, preceded by a batch normalization opera-
tion and ReLU activation, achieved the best results when
comparing performance on classifcation on the CIFAR-10
dataset.

Other variations on the residual design include ResNeXt,
which incorporates methods similar to the inception archi-
tecture of splitting a layer into multiple slices, and apply-
ing filters of different sizes to the input [14]. This model
attempts tolearn which representations mean the most at
a particular layer, eventually combining the results while
mainting a residual connection to allow for undiluted gradi-
ent backpropagation. Many of the ideas in this work form
the inspiration for the model that we present here, as it
demonstrates the benefits of combining some of the same
building blocks. A similar idea that was not explored was
that of stochastic depth, which drops layers at train time to
allow gradients to pass through more directly to early lay-
ers [4]. While this approach is promising, with the nature
of the attention model, it would likely struggle to determine
the level at which to choose attention when future depen-
dent layers suddenly went missing.

2.3. Visual Attention

One of the more unique developments in image classifi-
cation architecture is the use of visual attention to determine
patches of an image to focus on, and then classifying based
on the area of focus [12]. While attention has been applied
very succesfully in the natural language domain [8], the use
of attention in visual tasks remains partially unexplored. El-
ements of this model were used in visual question answer-
ing [1], but applying attention in an unsupervised fashion
to image classification is a new trend that has only recently
been explored, in particular for fine grained image analy-
sis [13]. For example, this specific methodology of using
stacked attention layers, in conjunction with residual con-
nections, has been shown to perform well on visual question
answering [5].

The specific structure of attention that we explore in this
model is the “hourglass” design [6]. It has been shown to
work for visual pose estimation, and works by downsam-
pling in input patch before computing an attention mask,
then upsampling before applying the final mask.

Finally, a few other interesting models of visual attention
have been proposed, such as iterative attention [7].

Figure 1: Residual module with multiple preactivations
(ReLU), shown to perform slightly better and train faster

3. Methods
The architecture showcased here is composed of multi-

ple layers from modern convolutional neural network lit-
erature, assembled together to perform the final classifica-
tion. The types of modules used in the model are as fol-
lows: Residual Preactivated, Residual Inception, Inception
Reduction, and Soft Attention. All of these are discussed in
detail in the following sections.

3.1. Residual Preactivation

Residual connections between the input to a processing
layer, direclty to the output, allow gradients to propogate
more easily through a network. They allow for the same
expressivity, as the weighted branch can negate the activa-
tions that are undesirable. A residual layer can be descirbed
as follows:

F (x) = x+H(x)

where F (x) is the output of the layer, x is the input,
and H(x) is the residual function of choice. In this model,
the residual component H(x) is defined as two consecutive
copies of a trio of operations - batch normalization, ReLU
activation, and 3x3 convolution. This whole block F (x)
is referred to as a residual model, and is used within other
components as a building block.

3.2. Residual Inception

The residual inception module, which draws inspiration
from Inception V4[9], allows for a residual computation to
flow alongside a standard inception layer. The inception
layer is computed as the concatentation of a 1x1 convolu-
tion branch, a 3x3 convolution branch, and a double 3x3
convolution branch. The three effective types of convolu-
tion filters allow the module to focus on differently scaled
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Figure 2: Residual Connections with ReLU activations
combined with the inception architecture. Results indicate
easier initial learning

features of interest in the input, and maintain a multi-level
understanding of the input patch.

In high dimensional layers, in order to improve effi-
ciency, we downsample the input to the larger branches of
the inception module by performing a 1x1 convolution with
a smaller number of output filters, and then upsampling the
depth channel once we have concatenated the branch out-
puts.

3.3. Inception Reduction

At multiple stages in the model, we wish to reduce the
size of the input patch, while also increasing the depth, with
the goal of learning specific features of the input, while also
maintaining the depth required to retain enough informa-
tion to perform classification at the end. Thus, we employ a
modified inception module, which uses wider filter strides
to reduce the image patch size, while increasing depth.

Specifically, we have a max pooling branch, 3x3 stride
2 branch, and double 3x3 convolution branch with a stride
of 2 on the second convolution. Once again, these are con-
catenated and activated using the ReLU function. We omit
the residual connection here for simplicity - including one
would require defining a transform from the previous size,
diluting the value of the residual connection.

3.4. Soft Attention

The attention implemention used here draws heavily
from Residual Attention Network for Image Classification
[12]. It consists of two branches - a “trunk” branch T (x)
composed of two consecutive residual modules, and an
hourglass mask branch M(x)[6].

The mask branch operates by downsampling an input
patch using average pooling, incorporating a residual mod-
ule, downsampling again, computing another residual con-

Figure 3: Reduction layer that reduces the dimensionality of
the input patch, using techniques from inception to maintain
lower level features.

Figure 4: Hourglass Attention Module. Uses the residual
blocks defined above

nection, and then finally upsampling to the original size us-
ing bilinear interpolation and computing a sigmoid activa-
tion. The final output of this module is:

F (x) = (1 +M(x)) ∗ T (x)

We add 1 to the trunk operation to allow for the trunk
branch computation to pass through, where the mask branch
works to suppress noise in the trunk branch, allowing for
easier detection of important features down the line.
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3.5. Final Architecture

The final architecure of our system is thus as follows - a
single 3x3 convolution of the input, followed by a Soft At-
tention layer, the first Inception Reduction layer, a Residual
Module, and a second Inception Reduction Layer. Finally,
an average pooling operation that is followed by an affine
layer, mapping directly to the output classes. It should be
noted that I experimented with a third Inception Reduction
layer. Diagrams presented here show the final reduction
layer, but it should be noted that it is not necessary for the
model to perform reasonably.

The overall design of the model is tailored to the task
of classifying smaller images - large levels of depth proved
difficult for the model to train on effectively, and it would
either overfit the training data, or fail to build a reason-
able feature mapping for the images and resulted in low
accuracy. Conversely, less expressive models that were at-
tempted did not have the complexity to model the necessary
feature extraction that the task of ImageNet classification
requires.

The final output loss is computed as the softmax cross
entropy of the predictions generated by the affine layer. The
softmax of a vector is defined as follows:

S(x)i =
exi∑
j e

xj

where S(x) is the softmax function, and x is an input vector.
The loss is defined as:

L(x) = −
∑
i

log(S(x)i)yi

so we encourage maximizing the score of the correct class,
while minimizing scores of the incorrect classes.

4. Dataset and Features
As mentioned earlier, the Tiny ImageNet dataset con-

tains 100,000 training images, 10,000 validation images,
and 10,000 test images, all evenly distributed among the
200 classes selected for this dataset. All images are
64x64x3 with the 3 channels representing the red, green,
and blue channels of the input images. During the pre-
processing step, we subtract the mean of the test images
so that they are centered. We omit normalizing the magni-
tudes using variance due to the early application of a batch
normalization operation.

5. Results and Discussion
Throughout the development of the final model, 3 archi-

tectural variations were tested - one without the attention
mask and the last inception reduction, one without the last
inception reduction, and the full model as described above.

Figure 5: Full architecture of the largest model. Experi-
ments were done with and without the final reduction layer,
as well as substitutions for the attention layer

Figure 6: Sample images from the dataset

We evaluate model performance by comparing validation
accuracy for the trained models.

5.1. Training Details

The Adam optimization method was used to minimize
the softmax cross entropy loss discussed earlier. Training

4



Layer Size
Conv 3x3 64 x 64 x 64
Soft Attn 64 x 64 x 64
Reduction 31 x 31 x 128
Residual 31 x 31 x 128

Reduction 15 x 15 x 320
Inception Residual 15 x 15 x 320

Reduction 7 x 7 x 832
Avg Pool 1 x 1 x 832

Affine 200

Figure 7: Layer specific paramters for the whole architec-
ture

Figure 8: Training Accuracy for 3 of the models. Purple:
Attn-Simple, Blue: Attn-Reduction, Green: No-Attn Extra

was performed in mini-batches of size 32, to allow the GPU
memory of the training machines to store all the parameters
and images necessary for a batch computation. Validation
accuracy and loss was assessed at the end of each training
epoch, on the whole validation set. Learning rate started at
0.001, and was decayed at a rate of 0.96 every 1000 itera-
tions. When learning rate was not allowed to decay, we ob-
serve that the model gets “stuck” at certain loss values, and
upon manually setting the learning rate mid-training, that
the model once again picks up and continues to improve.
Training data was randomly shuffled for each epoch, and
statistics were aggregated over each epoch for visualization
purposes.

5.2. Hyperparameters

Dropout was applied to the output of the final average
pool operation, before the classification stage of the archi-
tecture. A dropout rate of 0.4 was chosen after a small hy-
perparameter search on one of the first models, and it con-
tinued to show the desired effect on the later models. Over-
fitting was only observed many iterations after the valida-
tion loss had converged, and validation loss and accuracy
never worsened during training, even in later iterations.

Figure 9: Training Loss for 3 of the models. Purple: Attn-
Simple, Blue: Attn-Reduction, Green: No-Attn Extra

Figure 10: Validation Accuracy for 3 of the models. Purple:
Attn-Simple, Blue: Attn-Reduction, Green: No-Attn Extra

Figure 11: Validation Loss for 3 of the models. Purple:
Attn-Simple, Blue: Attn-Reduction, Green: No-Attn Extra

5.3. Inception Reduction Performance

Filter depth at specific layers was chosen using a combi-
nation of design decisions made in the references, and ex-
perimentation. For the different architectures tested, perfor-
mance was evaluated as a function of validation loss at each
iteration, as well as the loss/accuracy curves. One of the
standout results was that adding the final reduction stage
prior to the classification step had a detrimental effect on
the ability of the model to train properly, even with all of
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Model Val Acc (%)
No Attention 48.0
Attn-Simple 46.7

Attn-Reduction 32.7
No Attention Extra 48.2

Figure 12

the residual connections. Train loss would continue to de-
crease, but validation loss would stop improving after a few
epochs, even with high dropout values.

5.4. Other Experiments

Another experiment that was attempted was using a two-
layer affine network to perform the classification - the in-
tuition behind this being that a more complex function of
the generated features may be necessary to perform clas-
sifiction. Results from early training iterations showed
very similar performance, and while training loss improved
marginally faster, validation scores were very similar early
on. However, by modifying the dropout probabilities of the
classification layer inputs as training progressed, larger im-
provements in the results were evident.

The results from the improved classification layer on the
No-Attention model suggest that, when used in combina-
tion with the attention module, could allow the increasd
expressivity of the attention model to manifest in the im-
proved performance that we would expect for having in-
creased model complexity.

6. Conclusion
From the results gathered, the high-level architecture ap-

pears to be fairly performant. While the performance num-
bers of simplest model appear to be the best, this is very
likely due to the lack of training time - models were run for
at most 25 epochs, and many of the more complex models
for less than that. One trend that does seem to hold, though,
is that on the Tiny ImageNet dataset, highly complex and
deep models do not perform as well as one might hope, due
to the relatively small size of the training data. When work-
ing with only 500 examples of each class, it becomes very
easy for complex models to overfit, which is demonstrated
by the poor performance of the full attention with 3 reduc-
tions model.

The work was heavly limited by computation time for
experimenting with different models, and since the archi-
tecture is an attempt at a novel combination of other works,
there was no pre-trained data to serve as a starting point for
the model. It is likely that the initial convolution layer is not
necessarily extracting the features we care about as well as
we would hope, but there was not enough time to test dif-
ferent initial convolution sizes, different reduction patterns,

and other smaller archicture choices.
There are some promising directions to explore with

this work - using different residual modules, such as
ResNeXt[14], could very likely improve performance. Ex-
periments on different architectures for the classification
layer is also something that could lead to better results - one
of the final experiments explored this idea, but the experi-
ment was not run for long enough, or with as much hyperpa-
rameter exploration as may have been necessary to induce
good performance.
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